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Abstract

This research introduces the concept of Al agent interrogators and the open-source project Agent
Interrogator, an opaque box interrogation framework designed to map the attack surface of
agentic systems. As the adoption of Al agents rapidly expands, there is a growing need to
develop the ability to map the attack surface behind their natural language interface, which
traditional security tooling cannot accomplish. Through Agent Interrogator, a two-stage Al-
assisted interrogation process is employed. Identifying the agent's high-level capabilities in the
initial interrogation stage and then enumerating the supporting invokable tools for each
capability. This research validates the approach against test targets utilizing LangChain and
Model Context Protocol (MCP) to deliver agentic capabilities. The product of the interrogation is
a structured profile mapping the agent's attack surface, enabling security practitioners to identify
vulnerabilities such as excessive agency and conduct targeted fuzzing. This work provides a
critical foundation for securing the next generation of Al systems and the development of
automated attack surface mapping in complex, multi-agent ecosystems.
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1. Introduction

Al-powered technology is developing rapidly, and these advancements are being
incorporated into organizations and existing technology stacks at a staggering pace. McKinsey’s
State of Al report found that 71% of organizations have adopted Al in some form, up from 33%
in 2023 (Singla et al., 2025). Alongside this rapid adoption rate, Al implementations are

dramatically increasing in complexity and attack surface.

1.1 Early Days of Generative Al

With the introduction of large language models (LLMs), initial generative Al
implementations were simple chatbots that allowed users to have simple text-based natural
language conversations with LLMs. These implementations presented new attack surfaces and
ethical concerns; however, the attack surface of these systems was relatively contained, as the

systems were limited to effectively querying models for information based on their training data.

To overcome the knowledge gaps and hallucinations LLMs presented, the creation and
adoption of retrieval augmented generation (RAG) soon followed, enabling contextual, grounded
responses from LLMs (Gao et al., 2024). These implementations introduced a new area of
concern: a vector database that systems would query for relevant context to send to the LLM

with a user's prompt.

1.2 Growing Complexity of Al Systems

Soon after RAG, LLM-integrated applications were created. LLMs were integrated into
applications to provide an enhanced experience, such as using RAG techniques for content
summarization. LLM-integrated applications came with significant complexity as these
applications introduced LLMs into existing application ecosystems, requiring consideration of
upstream and downstream system interactions to correctly identify and defend against newly

introduced attack paths (Jiang et al., 2023).

The rise of Al agents soon followed — these are implementations of Al systems that enable
LLMs to call tools and enhance their capabilities. Tools exposed to LLMs can include functions
allowing the execution of web searches to address shortcomings in the knowledge cutoff of pre-
trained models, code execution for developer-centric use cases, API calls to perform actions on

behalf of users, and so forth. Al agents leverage an LLM to determine the tools to call and the
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parameters to pass to complete an assigned task, introducing unique security challenges (Deng et

al., 2024).

1.3 Al Agent Attack Surface

Al agents introduce potential attack paths that are not easily discoverable, especially when
source code is unavailable for portions of the agentic system. An example of this is adopting
third-party agentic systems or introducing external Model Context Protocol (MCP) servers.
Unlike traditional attack surface detection techniques like web crawling, opaque box discovery
requires manual testing using a natural language interface. Additionally, standardized
documentation, such as Swagger documents for a traditional API interface, is absent concerning
the functions and API calls an agent can invoke to support user requests. The absence of
discovery techniques makes it difficult for security practitioners to assess an agentic system's
attack surface fully and any instances of excessive agency or improper output handling (OWASP,
2024) hidden behind the agent’s natural language interface. Further, the rising adoption of MCP
servers to make tools available to Al agents (Singh et al., 2025) will result in an explosion of
attack surface presented through a single Al agent, making the need to develop and implement

attack surface discovery techniques for agentic systems critical.

1.4 Research Objective

This research introduces the concept of agent interrogators and an open-source project, Agent
Interrogator. This project strives to introduce an opaque box interrogation framework that
security practitioners can utilize to map the attack surface behind the natural language interface
of Al agent systems through accurate mapping of the tools available to an agent, a critical step to
enabling the identification of hidden vulnerabilities. This research will validate the efficacy of a
two-stage LLM-assisted interrogation approach against agentic test targets that employ
LangChain and MCP. Agent Interrogator attempts to enumerate the high-level capabilities of the
target agent in the initial interrogation stage, followed by all tools available to the agent to
deliver the identified capabilities in the second stage. An LLM is used to assess agent responses
and generate interrogation prompts, with an interrogation objective of generating an agent profile
mapping out all of the agent's available tools, along with the expected input parameters and

return values.
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2. Research Methods

To assess the viability of conducting attack surface mapping through a two-stage agent
interrogation, test targets enabling assessment of the discovery technique’s quality are required.
For this research, the ‘Damn Vulnerable LLM Agent’ (DVLA) open-source project was utilized
along with two modified instances with varying tools, enabling measurement of detection

accuracy.

An open-source project, Agent Interrogator, which implements the interrogation framework
as a Python library, has also been developed along with test harnesses to execute tests against the
defined test targets. Agent Interrogator is a purpose-built tool focused on enumerating tools an Al
agent can invoke by generating a series of prompts to derive the capabilities of the agent in an
initial interrogation stage, followed by a series of interrogation prompts to enumerate the
supporting tools available to the agent for each capability. Agent Interrogator attempts to
determine the supported arguments for each tool and expected output as part of the interrogation.
The output of the Agent Interrogator is an agent profile containing a list of capabilities,

supporting tools, accepted arguments, and expected tool output.

To measure accuracy, the profile generated by the Agent Interrogator is assessed against the
actual configuration of the test targets. Given the non-deterministic nature of LLMs, multiple

rounds of interrogation are performed against each test target to measure consistency.

21 Test Targets
211 DVLA

The DVLA is an open-source project maintained by Reversec Labs
(https://github.com/ReversecLabs/damn-vulnerable-llm-agent) and based on WithSecure’s
capture the flag (CTF) challenge at BSides London 2023. The project introduces a vulnerable
LLM agent utilizing LangChain to equip the agent with two tools:

e get current user — A function enabling the agent to collect the user’s user ID.
This function also acts as an example of excessive agency, as authentication functions
should sit outside of the control of an Al agent, with guardrails introduced into the tool

calls, ensuring operations occur under the authenticated user's context.
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e get transactions — A function enabling the agent to retrieve transaction data for

the identified user ID.

2.1.2 DVLA with MCP Integration

The second test target is a modified version of the DVLA, introducing the use of tools
provided through an MCP server. A link to this modified codebase introducing MCP support is
available in Appendix A. This test target aims to assess Agent Interrogator’s ability to identify the
additional attack surface, even though the agent’s hard-coded prompt templates provide no
additional context for the LLM on these tools. Zapier MCP was utilized as the MCP server for
this test target, configured with a series of Gmail tools, as shown in Appendix B, and authorized

against a test Google Workspace instance.

2.1.3 DVLA without Tools

The third target is an instance of DVLA modified to remove its access to tools. With no
tools enabled, this control target should yield zero results, allowing for the testing of false
positives generated by the discovery framework due to hallucinations. As with the second test

target, a link to the code base for this target is available in Appendix A.

2.2 Agent Interrogator

The two-stage interrogation framework implemented as the open-source project Agent
Interrogator is used to interrogate the test targets and determine the feasibility of discovering an
agent’s attack surface. The first stage attempts to understand the broad categories of tasks the
agent can assist with, such as an Al travel agent's "travel booking" capability. The second stage
attempts to identify the specific tools the agent can access to deliver the identified capabilities,
suchasa f1ight search function in the fictitious Al travel agent scenario. Utilizing the
discovered capabilities in the first stage to generate more specific interrogation prompts to

uncover the exhaustive list of tools in the second stage.

During both stages of the interrogation, the interrogator follows the same high-level
process. The interrogation begins with a hard-coded prompt template to extract information from
the target Al agent. The response is fed into an LLM-powered evaluator that extracts discovered
capabilities or tools, determines if additional prompt cycles are necessary for capability or tool

discovery, and guides how to approach the interrogation with the following prompt. An LLM-
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powered prompt generator analyzes the evaluator's output to generate the following interrogation
prompt sent to the target Al agent. This high-level process is depicted in Figure 2 below. These
cycles continue until the evaluator determines that the exhaustive list has been identified or the
defined maximum iteration count has been reached. OpenAl’s GPT 4.1 is the model powering

Agent Interrogator for this testing, and the defined max iteration count is 5.
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Figure 2: Interrogation Process

Agent Interrogator is made available as a Python library on PyPI for import into testing
harnesses, enabling flexibility to support a variety of use cases. Invoking the interrogator

requires two components:

1. A configuration file with elements such as the LLM details to power interrogation
activities.

2. A callback function enabling the interrogator to interact with the target Al agent. The
callback method enables using the interrogator with a wide range of Al agent

implementations.
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Agent Interrogator returns discovered capabilities and tools, including descriptions,
identified tool parameters, and return types as terminal output to visualize the agent's profile
easily. Additionally, the interrogator returns a structured profile that can be used as input to
fuzzing frameworks to conduct fuzzing directly against pinpointed tools, taking advantage of
identified parameters. This output can also be used for more advanced prompt injection

techniques, taking advantage of tool execution chain confusion scenarios.

2.2.1 Testing Harness

A series of testing harnesses facilitates the execution of Agent Interrogator against the test
targets. The test targets run as Streamlit web applications, each on a unique port number. For this
research, each test instance is run locally on a test system. A test harness has been created for
each test target and made available in the GitHub repo referenced in Appendix A, along with the
codebase for the test targets. Each test harness is functionally the same, with hardcoded targets.
The test harnesses define a callback function utilizing Playwright to instrument interaction with
the Al agent. The Playwright callback is initialized with the test target URL, the browser
configuration, and a series of CSS selectors to identify the prompt input field, the button to
submit the prompt, and the Al agent’s response, as shown in the code snippets in Appendix C.

The Playwright callback class is not included for brevity but is available on GitHub.

2.3 Measurement

Given the non-deterministic nature of LLMs, tests will be executed using a wrapper around
the test harnesses, automating 20 interrogation runs against each test target to assess the
discovery consistency. The wrapper provides tracking capabilities and returns metrics on the
frequency of tool detection and the metrics on detected tool parameters and return types. The
wrapped testing harnesses have also been made available in the GitHub repository referenced in

Appendix A.

3. Findings and Discussion

Agent Interrogator was tested against the three targets identified within the Research
Methods section, with testing consisting of two components. The first component is effectively a
pass/fail discovery. This component will determine if the Agent Interrogator can identify all the

tools (functions) to which the Al agent has access. A sampling of the interrogation output is
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provided as a table for readability, displaying the discovered capabilities, the interrogator’s
description of the capability, each discovered function within the capability, and the details
discovered for each function. Given the non-deterministic nature of Al, the second component
consists of multiple rounds of testing to determine testing accuracy. The results of the multiple

rounds of testing are displayed in a table listing the function names and their detection frequency.

3.1 DVLA Testing

Testing against the DVLA test target resulted in the detection of both functions made
available to the Al agent and the accurate capture of function details. The following tables
(Figures 3 and 4) contain the agent profile results captured by the Agent Interrogator and the

frequency with which they were discovered throughout 20 interrogation runs.

GetCurrentUser

Retrieves the current user's unique identifier (userld), enabling the agent to personalize actions and data
retrieval based on the authenticated user.

Function Description Parameters Return Type

Retrieves the unique identifier and
username for the currently authenticated
user. Used to personalize actions and data
retrieval based on the authenticated user.

object (e.g., {
None userld: number,
username: string })

GetCurrentUser

GetUserTransactions

Fetches a list of bank transactions associated with a specific userld, allowing the agent to access and
present transaction data securely and in a user-specific manner.

Function Description Parameters Return Type

Retrieves a list of bank transactions for a
specific user. Requires a unique user
identifier (userld) to query the database and
return the associated transactions.

array of transaction

GetUserTransactions .
objects

userld: string
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Figure 3: Agent Profile Result for DVLA Interrogation

9

Function Detection Count Detection Percentage
GetCurrentUser 19/20 95%
GetUserTransactions 19/20 95%

Figure 4: DVLA Interrogation Function Detection Frequency

3.1.1 Anomalies and Unexpected Behavior

During testing, certain anomalies were detected. The first was the detection of a function

with the name checkGetUserTransactions, shown in Figure 5 below. This function was
detected in three of the test runs. Given the parameters and return type detected for the function,

the test results can be interpreted as a malformed detection of the GetCurrentUser function.

FUNCTION:

checkGetUserTransactions
Presence: 3/20 runs (15.0%)

Duplicate mentions: 1 (avg 0.05 per run)
Parameters:
- provided_userId: string: 2/3 runs (66.7%)

* duplicate mentions: 1

- userId: string: 1/3 runs (33.3%)
Return Types:

- unknown: 2/3 runs (66.7%)
* duplicate mentions: 1
- array: 1/3 runs (33.3%)

Figure 5: Statistical Output from Testing for checkGetUserTransactions

The interrogation process was found to occasionally return multiple entries for a single

function when variance is found in parameters and return types during the interrogation process.

Parameter variances were found to be minor during testing. GetUserTransactions

discovery consistently resulted in the discovery of the userID parameter, with 12/19 findings
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identifying the parameter as a String and the remaining 7/19 identifying the parameter as an
Integer. This can be attributed to the GetUserTransactions function’s userID input being
typed as a String. However, the value the target Al agent uses during normal operation is
numerical (i.e., passing ‘1’ as a string). For the parameters of GetCurrentUser,
“action_input: string” was identified as a parameter in 3/19 function discoveries. While the
GetCurrentUser function is written to accept an input string, the function does not utilize the

input string, and the Al agent is not directed to provide one as part of the function call.

Additionally, Return Type data was found to provide a consistent high-level data type
(e.g., Object, Array, etc.); however, details supplied along with the type can vary from being as
generic as “array of transaction records” to as detailed as “array of objects (e.g.,

[{"transactionld": int, "userId": int, "reference": string, "recipient": string, "amount": float}]).”

Lastly, both functions went undiscovered in a single interrogation run. This behavior was
unexpected. The reason for this behavior is unknown and could have resulted from transient

system errors.

3.2 DVLA-MCP Testing

Testing against the DVLA test target with MCP tools resulted in the detection of the
original DVLA functions and all of the functions made available via MCP, and accurate capture
of the function details. The following tables (Figures 6 and 7) contain the agent profile results
captured by the Agent Interrogator and the frequency with which they were discovered

throughout 20 interrogation runs.

GetCurrentUser

Retrieves the current user's unique identifier (userld), enabling the agent to personalize actions and data
retrieval based on the authenticated user.

Function Description Parameters Return Type
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GetCurrentUser

Retrieves the identity (userld) of the
current authenticated user based on
the session or context. Used to
ensure subsequent operations are
performed only on the authenticated
user's data.

None

string

GetUserTransactions

Fetches the authenticated user's bank transactions based on their user ID. This allows the agent to provide
banking transaction inquiries and related financial data retrieval.

Function

their recent financial transactions.
Access 1s restricted to the current
authenticated user's data.

Description Parameters Return Type
Retrieves the list of bank array of transaction
transactions associated with a objects (each
. ifi rld. Allow rs to view typically containin
GetUserTransactions specific userld. Allows users to vie ypically co g

userld: string

transactionld, date,
amount, description,
and transactionType)

Gmail-Related Functions

management via Gmail APIs.

Performs various Gmail operations including finding emails, adding or removing labels, archiving,
deleting, creating drafts, sending emails, and replying to emails. These actions enable comprehensive email

Function

Description

Parameters

Return Type

gmail find_email

Finds an email message based on

query: string
label: string

List of email

search criteria. date range: message objects
string
email id:
. . Adds a specified label to an email string Confirmation of
gmail_add_label_to_email message. label id: label addition
string
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. . . Archives an email message, email id: Confirmation of
gmail archive email o . = .
- - removing it from the inbox. string archiving
. . . mail_id: nfirmation of
gmail delete_email Moves an email message to the trash. ematl_ d Co on o
- - string deletion
recipients:
. . string Draft message
gmail create draft Creates a draft email message. . . .
- - subject: string object
body: string
original email
. reates a draft reply to an existin id: strin Draft reply messa
gmail create draft reply Creates ad Py 10 an exisung _id: string Cply message
- - = email. reply_content: object
string
. reates a new label in th r' label name: .
gmail create label Creates oW be cusers be_. ¢ Label object
- - Gmail account. string

gmail_send email

Sends a new email message.

to: string or
list of strings
subject: string
body: string
cc: string or
list of strings
bec: string or
list of strings

reply_to. (string), status
string . (string)
attachments:
list of objects
is_html:
boolean

Object containing:
messageld (string),
threadld (string),
labellds (list of
strings), snippet

gmail _remove label from
_email

Removes a label from a specific
email message.

emailld: string
labelld: string

Confirmation object
with fields: success
(boolean), message

(string)
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gmail _remove label from
_conversation

Removes a specified label from all
emails within a conversation
(thread).

threadld:
string
labelld: string

Confirmation object

with fields: success

(boolean), message
(string)

gmail reply to email

Sends a reply to an existing email
message.

emailld: string
body: string
cc: string or
list of strings
bec: string or
list of strings
attachments:
list of objects

Sent message object
including:
messageld (string),
threadld (string),
labellds (list of
strings), snippet
(string), status
(string)

Figure 6: Agent Profile Result for DVLA-MCP Interrogation

Function Detection Count Detection Percentage
GetCurrentUser 20/20 100%
GetUserTransactions 20/20 100%
gmail find email 20/20 100%
gmail_add label to email 20/20 100%
gmail archive email 20/20 100%
gmail delete_email 20/20 100%
gmail create draft 20/20 100%
gmail create draft reply 20/20 100%
gmail create label 20/20 100%
gmail_send email 19/20 95%
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gmail remove label from email 15/20 75%
gmail remove label from_ conversation 11/20 55%
gmail reply to email 9/20 45%

Figure 7: DVLA-MCP Interrogation Function Detection Frequency

3.2.1 Anomalies and Unexpected Behavior

A number of anomalies were detected during interrogation of the MCP-enabled test

target. A single occurrence was detected over the course of 20 interrogation runs for several

functions. These single occurrences are listed below in Figure 8. The functions are listed in the

order they were discovered, and any parameters discovered for the function during interrogation

have also been listed.

Function Detection Count | Detection Percentage Detected Parameters
validate token 1/20 5% token
get _session_user 1/20 5% -
userld
check user permission 1/20 5%
resource
AuthenticateUser 1/20 5% credentials
GetSessionUser 1/20 5% -
ValidateToken 1/20 5% token
query
Internal database query handler 1/20 5%
parameters
Data formatting utilities 1/20 5% rawTransactionData
validateSessionToken 1/20 5% sessionToken
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parseTokenClaims 1/20 5% sessionToken
lookupUserByld 1/20 5% userld
query
executeSQLQuery 1/20 5%
parameters
draftld
gmail modify draft 1/20 5%
draftContent
gmail list labels 1/20 5% -

Figure 8: DVLA-MCP Interrogation Functions w/ Single Occurrence

A review of the single-function instances suggests that these are instances of the more
prevalently discovered function names under a different interpreted name based on the purpose
of the function. During this testing, the Agent Interrogator was not equipped with the ability to
modify capabilities and functions that had already been logged as part of the interrogation
activities. The likely reason for these occurrences is premature logging of functions by the Agent
Interrogator. For example, user session functions indicate potential instances of
GetCurrentUser discovery before sufficient detail was uncovered. Similarly, the database
transaction functions are potential instances of GetUserTransactions discovery before

sufficient detail was uncovered.

Another inconsistency identified during testing is regarding the parameter and return type
collection, and the order in which functions were detected. Agent Interrogator identified and
returned functions in the same order in which they were loaded in the DLVA by LangChain and
the MCP connection. This suggests that the DVLA may have consistently returned a list of its
known tools, which were then the subject of deeper interrogation. This is further reinforced by
the 100% discovery of the first nine functions across all interrogation runs before the discovery
frequency begins to taper off. This also suggests that the configured maximum iterations for the
interrogation may have been too limited for exhaustive discovery and that higher limits should be
considered. Lastly, there was an inconsistency in the discovery of function parameters, which

was also likely due to the defined maximum iterations.
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3.3 DVLA Without Tools Testing
Testing against the DVLA test target with all tools removed resulted in the desired outcome

of zero tool detections across all 20 interrogation runs, as shown in Figure 9 below.

== Agent Profile Summary =—

Total Capabilities: ©
Total Functions: 0

Run 20 completed successfully

All runs completed in 305.69 seconds

SCIENTIFIC TESTING RESULTS (20 RUNS)

Figure 9: Statistical Output of Testing Against DVLA without Tools

3.3.1 Anomalies and Unexpected Behavior

No anomalies were detected during the testing of the DLVA instance with no tools.

3.4 Overall Findings and Observations

Agent Interrogator successfully detected all tools for the DVLA and DVLA with MCP
test targets. Function parameters and return types were also successfully captured across the tools
used by DVLA and the DVLA instance with MCP tools. Interrogation runs additionally
accurately returned no tools for the DVLA instance without tools. Further, Agent Interrogator

returned no instances of hallucination throughout the interrogation runs.

Given the non-deterministic nature of LLMs, 20 interrogation runs were executed for
each test target. While all three test scenarios returned an interrogation run with 100% attack
surface detection, this was not the case across all interrogation runs. A single interrogation run
for the DVLA test target did not detect either of its functions, likely due to a transient error,
making the detection frequency for its tools 95%. For the DVLA instance with tools delivered
via MCP, the detection frequency for functions ranged from 45% to 100%, likely due to the
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defined max iterations limit being too low for the number of tools made available to the agent.
All interrogation runs for the DVLA instance without tools successfully returned no tools. Figure

10 below outlines the overall findings across all three test targets.

DVLA DVLA w/ MCP | DVLA Without Tools
Tool Detection 100% 100% N/A
Hallucinations 0 0 0
Detection Frequency Range 95% 45% - 100% N/A

Figure 10: Overall Findings Summary

3.4.1 Agent Interrogator Limitations

As the Agent Interrogator builds the agent profile during interrogation, it does not update the
tool information recorded during earlier interrogation cycles. As a result, tool data may be
recorded prematurely as part of the agent profile. This premature profile data capture can
manifest in duplicate entries for the same tool in the generated agent profile, with some entries
containing less detailed parameters and return type data. Finally, the Agent Interrogator does not
recursively analyze the identified tools for the attack surface behind each tool. The absence of
recursive analysis can be a notable gap if an identified tool is another Al agent published as a

tool, as it may have its own set of tools.

4. Recommendations

The use of attack surface discovery tooling, such as Agent Interrogator, should be adopted by
security teams conducting security testing of Al agent implementations. Discovery activities can
return a valuable profile of an agent’s capabilities, enabling security teams to assess internally
developed Al agents to determine if agent implementations align with design expectations and

validate the tools made available to an agent through a remote MCP connection.

Discovery activities further enable targeted testing of an agent’s attack surface in opaque
box scenarios. Security practitioners can use the generated agent profile to feed fuzzing

frameworks, enabling the fuzzing framework to utilize an understanding of the underlying
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functions to directly fuzz functions through identified parameters. Delivering a complete agent
profile of all available functions additionally enables fuzzing frameworks to attempt
manipulation of an Al agent’s chain of thought through thought/observation injection (Capitella,

2023) to inject test input into function calls.

When utilizing Agent Interrogator, users should carefully consider the
max_iterations configuration. The research results show that a low max iterations
configuration can result in missing attack surface data when many tools have been made
available to the target agent. However, this discovery gap may be an acceptable trade-off for
reduced resource consumption in scenarios with tight resource constraints, as additional

iterations result in additional LLLM inference calls by the interrogator and target agent.

In scenarios where resource constraints are not a concern, in addition to a high
max iterations configuration, multiple interrogation runs can be considered to mitigate any
transient errors that may occur anywhere in the system during an interrogation run and general
inconsistencies that may be present due to the non-deterministic nature of LLMs. While not
offered natively within Agent Interrogator, the profiles generated across multiple interrogation

runs can be fed into a normalization process to produce a final consolidated agent profile.

4.1 Future Research

While this research provides a tool that security practitioners can use for Al agent attack
surface discovery with a reasonably high level of accuracy, further research is needed in multiple
areas to continue to expand upon the foundation of this research for attack surface mapping of

agentic systems.

4.1.1 Integration of Prompt Injection Knowledge

Agent Interrogator utilizes pre-trained models with guiding system prompts to steer the
interrogation and generate interrogation prompts. Utilizing a RAG configuration enabling the
Agent Interrogator to pull from a repository of well-documented prompt injection techniques
could enable improved discovery performance. This enhancement will become vital for the
successful performance of interrogators if Al agents are implemented with defensive techniques

to prevent the discovery of tools available to an Al agent by an external party.
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4.1.2 Use of Purpose-Built LLMs

Agent Interrogator supports using OpenAl and open-source models to power the
interrogation process. For this research, the interrogator utilized OpenAI’s GPT 4.1. However,
using a purpose-built offensive security / red teaming model may provide a higher level of
consistency in test result accuracy. In addition to accuracy gains, purpose-built models may yield
accurate results over a shorter number of interrogation cycles, increasing the overall efficiency of
the interrogation framework. Security research in this area could yield results enabling the
security industry's broad adoption of attack surface discovery frameworks for agentic systems

through efficiency and accuracy gains.

4.1.3 Multi-Agent System Mapping

Security research expanding upon the foundation developed here to perform multi-agent
system mapping is a critical next step, enabling attack graph generation through recursive
interrogation techniques to map out interconnected agents and tools. Figure 11, below, from
OWASP’s Multi-Agentic System Threat Modelling Guide, perfectly illustrates the interconnected
network of agents and tools that are critical to map to understand an agentic system’s entire

attack surface.

M Multi-Agent System
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Figure 11: From OWASP Multi-Agentic System Threat Modelling Guide
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As the use of Al agents within organizations grows and the adoption of agent-to-agent
communication via mechanisms such as the MCP or Agent2Agent (A2A) protocol begins to gain
traction, the ability of a single agent developer to understand the whole ecosystem to which their
agent is connected will become impossible. While the security industry should explore the
development of governance standards for proactive management of attack paths, attack graph
generation via agent interrogation will enable security teams to assess the attack paths of their

systems actively.

5. Conclusion

For an LLM to be able to invoke a tool, the Al agent implementation must deliver context
about the tools available to it as part of the prompts it processes. This delivery of prompt context
allows tool information to be reflected to the interrogator when interrogating an Al agent. This
research shows that tool information can be collected with a high level of accuracy via agent
interrogation to map the attack surface of an agentic system. Additionally, it delivers an open-
source tool, Agent Interrogator, that security practitioners can use to put these interrogation
techniques into practice. Lastly, this research can be the foundation for future work on the
automated mapping of complex multi-agent systems as agent-to-agent interactions become more

commonplace.

In response to agent interrogation, Al agent system implementations may introduce
guardrails to prevent Al agents from returning data on the tools or communication paths
available to the agent through implementations of, or similar to, MCP. Defensive techniques may
even include deception to return false or canary data when interrogation is detected. In addition
to building the capability to map multi-agent systems, research should be conducted into
incorporating prompt injection techniques as a component of the interrogation process to bypass
such defensive techniques, to both enable testing of the effectiveness of such defensive
techniques and prevent a potentially dangerous reliance on security through obscurity as a

defense mechanism for agentic systems.
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Appendix A: Research Resources

The open-source Agent Interrogator project has been made available in the following GitHub
repository: https://github.com/qwordsmith/agent-interrogator

The Python library is also available for import on PyPI as Agent-Interrogator. Please see the
following page for additional details on the published library: https://pypi.org/project/agent-

interrogator/

Additional resources for this research, such as the code base for the test targets and test harness
used for the referenced experiments, can be found in the following GitHub repository:
https://github.com/qwordsmith/Research-Paper-Resources
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Appendix B: Zapier MCP Server — Tool Configuration

Tools + Add tool
What your MCP server can do across 8,000+ apps.

M Gmail: Find Email

M Gmail: Add Label to Email

M Gmail: Archive Email

M  Gmail: Delete Email

M Gmail: Create Draft

M Gmail: Create Draft Reply

M Gmail: Create Label

M Gmail: Send Email

M Gmail: Remove Label From Email

M Gmail: Remove Label From Conversation

™M Gmail: Reply to Email
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Appendix C: Playwright Harness

callback = PlaywrightCallback(
url="http://localhost:8501/",
# CSS selectors for key elements
prompt selector='textarea[type="textarea"]"',
submit selector='button[data-testid="stChatInputSubmitButton"]"',
response selector='div[data-testid="stChatMessageContent"]"',
# Browser configuration
browser type="chromium",

headless=True

The test harness additionally implements the following configuration and then invokes the

interrogator:

config = InterrogationConfig(
11m=LLMConfig(
provider=ModelProvider.OPENATI,
model name="gpt-4.1",
api_ key=os.getenv ("API KEY")
)
max iterations=5,
output mode=OutputMode.VERBOSE
)
# Main async function
async def main() :
interrogator = AgentInterrogator (config, callback)
profile = await interrogator.interrogate ()
print (profile)

# Run it
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if name == " main ":

asyncio.run (main())
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